Model

A ZHIRENRTE /] AB LAY
Input -> {preprocess} -> {representation learning} -> {prediction} -> Output

BLE—TWMAFERS (string) , LLMXYNAHEERTUTI DA T TMER:

e tokenization: string -> token (id). token & LLM ISR E ARSI T, AU
KL EI&RIR B Y pixel.

e embedding: token id -> token vector. ¥ token id @&, EX
transformer Y%A, XXZ#FiTHE token vector Z[EIRY similarity.

e representation learning: [token vectors] -> [token vectors]. transformer
IR#E token vector 89 similarity EZ (deep) itE S token 19
representation

e next-token prediction: [token vectors] -> [token id probabilities]. 1E#E
vector ITEHHHAY token id B R, FEXE HBI{IE token A% 3TN Y2
next token FIHEER.

I. Prerequisites

tokenization

Bir: tAF— vocabulary size 2 V B tokenizer, #ZIS word 3FRzAY token id
(BE¥H)

function: text -> [token] -> [tokenid]

example: 'Here | am’ -> ['Here’ ‘I' 'am’] -> [0, 1, 2]

(positional) embedding
B#r:
1. % EIE token id IR HIAEE S C 89 embedding (FEE%E): [0, 1, 2] -> [EO,
E1, E2]
2. 81 token embedding i EX MAIIEZRES: [EO, E1, E2] <- [E0+PO, E1+P1,
E2+P2]

Il. Transformer (Block)

Bfn: 1R attention #lH, BIIitE token Z[EIHB{IAMEREE S next token X R & HY
embedding.

Input : [EO, E1, E2] # (dim: TxC)

Output: [EQ' ET, E2'] # (dim: T x C)

(multi-head) causal attention
e to QKV matrix: [EO, E1, E2] -> { Q [QO, Q1, Q2], K [KO, K1, K2], V [VO, V1,



V2]}
matrix multiplications: ;¥& causal mask JRE T8 token REE"EEF" Z B
&#9 embedding

Q KT mask V

| L]
softmax ( § @) Eﬂ X
Ve

Figure 1: causal attention

position-wise feed-forward

MEMIEMN ENIFLENIRE, E' <- ff(E).

(layer) normalization

NEMIERN E MIZA)T—1t.

residual connection
same technique as ResNet.

lll. Next-token Prediction

Bir: RHE embedding ITEEFRFUNAY token 7£ vocabulary FEIHE R 5 7.
Input : [EO' ET' E2'] # (dim: T xC)

Output: [P1, P2 P3'] # (dim: T xV)

EESMIBM P XRF next token, X2 generative FIENX.

* References

model: Stanford c¢s336, Lecture 3

tokenizer: https://github.com/karpathy/minbpe
code: https://github.com/Lightning-Al/lit-llama



https://github.com/karpathy/minbpe
https://github.com/Lightning-AI/lit-llama
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Figure 2: from Stanford cs336, Lecture 3



