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I. Prerequisites

collective communication

Bfn: @3EE NCCL, TIMHTITER GPU Z B IREUEZSH (commute).
1. AT = (node) A GPU AJE T NVLink £
2. BT RHY GPU z[E)@id InfiniBand &4

EREB{E/AT: AllReduce, Reduce, AllGather, Broadcast, ReduceScatter.
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each rank receives the aggregation of
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input values are reduced across ranks,
with each rank receiving a subpart

outY[i] = sum(inX[Y*count+i])

Figure 1: collective communication primitives

Il. Parallelism
B#n:

1. 35

2 ZE0GE (batch) BEEIER (tensor) Y19 2R RN GPU Hiz&
2. @)t collective communication 8B zEERCE

notations
- (batch) data: X #dm: (BxT)xC
- (layer) model : A, B #dim: CxC

X, A, BRI AHR 9 55 0%.

causal self-attention layers: A -> self-attention, B -> MLP



position-wise feed-forward layers: A -> MLP, B -> MLP

a. EfitiHTIHERLX
e (fully sharded) data parallelism (DP)
o naive: ¥ X row-wise P17 EIARREH GPU, A, B &~t])% (copy to each
GPU).
o fully sharded: X row-wise 173, EIYX A, B AKX gradient, optimizer
state )77

e tensor parallelism (TP):
o A column-wise %, B row-wise %, &3 AllReduce INEITELER.

e pipeline parallelism (PP)
o A, B 23l copy RIAREM GPU, IfFit&.

data parallelism

shard data along row

main operations: AllReduce

tensor parallelism

shard first model tensor along columns;
shard second model tensor along rows

main operations: AllReduce

pipeline parallelism

partition the first and second model
tensor into stages

main operations: AllGather

Figure 2: basic parallelisms

b. #MHTIHEAR
® mixed
°© ™EATP, T =8 PP.

e sequence parallelism
o X column-wise (token-wise) #k%3, T (layer) normalization.



e expert parallelism (EP)

© 7£ MoE ZE#gHh, causal self-attention #2189 MLP -> expert, copy to each
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Figure 3: Mixture of Expert (from switch transformer)

Ill. Training Tasks
notations

token id: [X] # (dim: Tx1)
logits: [X_log] # (dim: T x V)
a. pre-train

forward: [X] -> model -> [X_log]
loss function: cross entropy loss on [1:T] tokens

b. supervised fine-tune (SFT)
forward: [X, Y] -> model -> [X_log, Y_log]
loss function: cross entropy loss on the Y tokens

c. RL with verifiable reward (RLVR)

forward: [X] -> model -> [Y_log] -> [top_1 (Y_log)]
by 1)

loss function: r * [top_1 (Y_log)], where r = R( top_1 (Y_log), Y_true)
reward fn

# (tokens are generated 1

#R->



* Reference
parallelism
e Stanford cs336, Lecture 7 & 8
e https://zhuanlan.zhihu.com/p/623746805
e https://docs.nvidia.com/deeplearning/nccl/user-guide/docs/usage/
collectives.html
e MoE: HIkAM, EPO7 (YouTube)
code
e pre-train: lit-lIlama
e fine-tune & RLVR: VeRL



